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Abstract

An algorithm is proposed for systems with periodic and aperiodic real-time tasks, so

that the periodic ones meet their deadlines and the aperiodic ones minimise their response

times. The algorithm is comparable in results with the static slack stealing algorithm but

its implementation is much simpler in both memory space and computation time.

1. Introduction

Exact schedulability analysis for periodic real-time tasks has become a well

established topic since [JoP86]. Two techniques were proposed for including aperiodic tasks

in the analysis, namely background and polling. In the former, the aperiodic tasks were

assigned lower priorities and executed in the intervals of idle processor, whereas in the latter

a highest priority task periodically checks whether any aperiodic task requires activation.

Background leads to undesirable long response times for aperiodic tasks and polling causes

either unnecessary delays or unnecessary processor consumption.

The most significant proposals for solving these difficulties are the Priority

Exchange Server , the Deferrable Server [LSS87], the Sporadic Server [SSL89] and the

Slack Stealing Algorithm [LRT92]. Other approaches exist based on dynamic priority

assignment, as [SpB94], but their analysis is much harder, specially in the presence of

shared resources ([ChL90], [CSB90], [Bak91] and [GhB]), because the priority ceiling

protocols [SRL90] can not be applied to them straightly.

The first three still use a server task for the aperiodic jobs. Therefore they can hardly

reach complete processor usage. The last one can reach full processor utilisation but it

requires to keep in memory a very large table —in the static version— or else it consumes

a large amount of computing time —in the dynamic version. Moreover, in spite of the fact

that it is postulated as optimal, in the sense of minimising response times for aperiodic
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tasks, it has been shown not to be so locally [TLS94]. Other authors, such as [DTB93] and

[Tia95] developed a number of approximate slack stealing algorithms, which have fewer

requirements but slightly poorer performance.

The aim of our algorithm is to delay the periodic tasks as long as possible provided

that they meet their deadlines, so that the aperiodic tasks can be attended earlier. So far this

is common to the Slack Stealing Algorithm but the difference is that, instead of using large

precomputed tables, dynamic elements are introduced in the scheduling, whose computing

time is negligible. The basic idea is to organise the active tasks in three levels of priorities.

In the highest level there are the periodic tasks for which their last call has been issued.

This means that their execution can no longer be delayed by tasks from the two other

priority levels. Otherwise they will loose their deadlines. The second level is occupied by

aperiodic tasks, so that they will be executed as soon as possible, provided that the periodic

ones are granted to meet their deadlines. Finally, the third level is occupied by those

periodic tasks whose execution time can still be delayed without compromising the meeting

of their deadlines. In its turn, each of the three levels is hierarchically organised. The first

and the third ones are organised according to a static priority assignment, whereas the

second one can be organised in different ways, depending on the optimisation criteria, as

will be discussed later.

For clarity purposes, the algorithm is described in two steps: the basic algorithm

and the complete one, which are presented in sections three and five respectively. The last

section analyses their performances and compare them with both background and slack

stealing algorithms.

2. Framework

We assume the system is made up of cyclic tasks, which can be either periodic or

aperiodic. As usual, periodic tasks —numbered 1≤ i ≤np— are specified by their periods,

worst computation times and deadlines (Ti, Ci and Di respectively), being Ci ≤ Di ≤ Ti.

The aperiodic tasks —numbered 1≤j≤na— are activated by external events whose inter-

arrival times are characterised by a Poisson distribution of mean Ej and also have worst

computation times Cj.

The aperiodic tasks have no specified deadlines and the purpose of the scheduling

policy is to minimise their response times whilst guaranteeing that the periodic tasks meet

their deadlines.

The system is organised as concurrent tasks ruled by a priority-based preemptive

scheduler whose details are described below. The computation times for context switching

and for the scheduler are assumed to be negligible. The extent to which these assumptions

are realistic is discussed in the analysis of the algorithms.
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3. The basic algorithm

Periodic tasks have basic priorities assigned according to a fixed priority criterion.

Such assignment must be so that no two different periodic tasks have the same priority.

Aperiodic tasks also have basic priorities, but different aperiodic tasks may have the same

basic priority.

The basic priorities are temporally altered by the scheduler, as follows. The active

tasks are organised in three levels of priorities. The highest level, or last call queue, (LCQ

henceforth) is for the periodic tasks that can no longer be delayed by tasks from the two

other priority levels. Otherwise they will loose their deadlines. The second level is occupied

by aperiodic tasks, so that they will be executed as soon as possible, provided that the

periodic ones are granted to meet their deadlines. Therefore we shall refer to this queue as

AQ henceforth. Finally, the third level is occupied by those periodic tasks whose execution

time can still be delayed by higher priority tasks without compromising the meeting of

their deadlines. Therefore we shall refer to this queue as PQ henceforth.

In its turn, each of the three levels is hierarchically organised according to the basic

priorities, and to a FIFO policy for aperiodic tasks of the same basic priority.

The scheduling algorithm is driven by the activation times for the periodic tasks, the

last call instant for the periodic tasks and the external interrupts for the aperiodic tasks. In

its description we will use the following definitions and notation:

t Current time

t0 Starting time of the system

Di
k Absolute deadline for the kth activation of task i (i.e. t0 + k Ti + Di)

Ri Worst case response time for task i (i. e. the response time for the critical instant).

It is the solution to the equation

iR = iR

jT











j ∈hp(i)

∑ jC

where hp(i) is the set of periodic tasks of priority higher than that of i. These

equations can be solved by recurrence as shown in [JoP86] and the computation can

be done off line.

Li
k Absolute last call instant for the kth activation of task i, computed as Li

k = Di
k - Ri

L i Relative last call instant for task i, computed as Li =Di - Ri. This value can be

computed off line and provides the maximum time a task can be delayed so that it

can still meet its deadline.

When the timer provides and interrupt, the executing task, if any, is preempted and

put back to the priority level it had come from. Then, the following cases appear:

a) The interrupt was the activation time for some periodic tasks. In this case all tasks

with activation times less or equal to t are moved off the dormant level. For each of
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these task, if Li = 0 the task is put to the LCQ. Else, the task is put to the PQ.

Then its Li
k  is computed as t + Li and the timer is activated to this value.

b) The interrupt was from an external event. Then the corresponding aperiodic task is

moved off the dormant queue and put to the AQ.

c) The interrupt was a last call. In this case, all tasks in the PQ with Li
k  ≤  t are

moved to the LCQ.

Finally, the next executing task is selected by picking the highest priority task from

the highest non empty priority levels (i.e. LCQ, AQ and PQ, in this order), if any.

4. Analysis of the basic algorithm

Periodic tasks

If the set of periodic tasks is schedulable under a conventional preemptive algorithm,

it will still meet the deadlines under the new algorithm. This can be easily proved because a

task is put on the LCQ at a time Ri before its absolute deadline Di
k . Since it is in the

LCQ, it can only be delayed by higher priority periodic tasks. Therefore it will complete at

most at a time Ri after its inclusion in LCQ, and hence before Di
k .

Aperiodic tasks

The aim of the algorithm is to delay the execution of the periodic tasks as long as

possible, so that if aperiodic tasks are active they can complete as early as possible.

Otherwise, if no aperiodic tasks are active, the periodic ones —still active— can gain access

to the processor and advance work.

However this aim is not achieved to the extent to that the periodic tasks can actually

be further delayed, as a more accurate analysis will show in the next section.

5. The complete algorithm

The complete algorithm takes into account the amount of work a task has done

while it is in the PQ queue, i. e. the advanced work done before the last call. If a

meaningful amount of work has been done, some processor time can still be assigned to

aperiodic tasks. Moreover, the existence of advanced work for a task does not only allow

that task to be further delayed but also any lower priority periodic task j (j ∈ lp(i)), for

which their worst response time Rj has been computed assuming the interference of task i.

Therefore, the periodic tasks are still moved to LCQ as soon as their last call is

issued (i.e. when t = Li
k ) but in some circumstances, the processor can be assigned to

aperiodic tasks even if LCQ is not empty.

In order to do it properly, the scheduler keeps track of both the work and advanced

work done by each activation of each task. The work done is the amount of time that the
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task has been using the processor in its current activation. Whereas the advanced work done

is the amount of work done by the task in its current activation before its last call instant.

For such amount of time the aperiodic tasks can get the processor ahead of LCQ tasks.

In addition, it keeps updated a counter NCJ that stands for the number of critical

jobs. We say that a task is a critical job if its last call has been issued and its absolute

deadline is not yet reached (i. e. t ≤ Di
k ). The reader should be aware of the fact that a

completed task can be a critical job, since a task i can have completed its kth activation

when t is still less than Di
k . Therefore NCJ can be greater than the number of tasks in the

LCQ.

The complete version is driven by the same activation times of the basic algorithm

plus two additional interrupts. The first one will be raised when an aperiodic task exhausts

the advanced work of the highest priority task that is at the LCQ. The second one will be

raised when the absolute deadline of a periodic task is reached. This does not imply that the

deadline is not met. The involved task is expected to have completed its job when its

deadline expires.

In the description of the complete algorithm we will use the additional definitions

and notation:

Wi Work of task i. This value is computed at run time. It is set to 0 at the starting of

the system and whenever the absolute deadline of task i is reached (i.e. t = Di
k ). It

is increased each time the task i  leaves the processor.

A i Advanced work of task i. This value is computed as Wi at the time the periodic task

is moved from PQ to LCQ.

Ai
*  Accumulated advanced work of tasks with priorities greater or equal to i.

Ai
* = Ai + A j

j∈hp(i)
∑

Like in the basic algorithm, when the timer provides and interrupt, the executing

task, if any, is preempted and put back to the priority level it had come from. The

following cases appear:

a) The interrupt was the activation time for some periodic tasks. In this case the

algorithm behaves exactly as the basic algorithm but, additionally, it activates the

timer to Di
k , which is computed as Di

k  = t + Di. Moreover Wi is reset to 0.

b) The interrupt was from an external event. In this case the algorithm also behaves

like the basic algorithm.

c) The interrupt was a last call. As in the basic case, all tasks in the PQ with Li
k  ≤  t

are moved to the LCQ. The counter NCJ is increased by the number of moved tasks.

Moreover, Ai is assigned the value of Wi.
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d) An aperiodic task has exhausted the advanced work of the highest priority task of

LCQ. The aperiodic task that was executing has already been preempted and no

additional action is required.

e) The absolute deadline of a periodic task is reached. Its corresponding advanced work

A i  is reset to 0. When such an event happens the task will be already completed,

provided that the subsystem of periodic tasks is schedulable.

Finally, the next executing task is selected. This is done differently than in the basic

algorithm. Now, several cases arise:

I. LCQ is not empty.

I.a If Ah(LCQ)
* = 0 then the highest priority task at LCQ —h(LCQ)— is

selected.

I.b If Ah(LCQ)
* > 0 then aperiodic tasks can still be served. So if AQ is not

empty, the highest priority task at AQ will be selected. If AQ is empty, then

the task h(LCQ) is selected, as in I.a.

II. LCQ is empty. Then the selection is done as in the basic case.

In both cases I and II, if the selected task is aperiodic and NCJ > 0, then a timer

must be set to

t +  Ah(LCQ)
*

being h(LCQ) the highest priority task at LCQ.

These operations require the knowledge of Wi and Ai. The case of Wi is simple. On

activation of each cycle for a task i (step a) its value is set to zero. At each preemption of

the task and upon completion, its value is increased by the time it has been executing since

it got the processor for the last time.

The case of Ai is slightly more complex. Its value is zero initially and set to Wi

when a periodic task i is moved to the LCQ (step c). Each time that the processor is used in

charge upon the advanced work, such an advanced work must be decreased accordingly. This

can only happen provided that NCJ is greater that 0. Otherwise it would be meaningless

since the time consumed has not been obtained from the existent advanced work. Three

events can cause such a decrease, namely:

- Each time an aperiodic task gets and releases the processor. Since the task has

consumed some amount of advanced work.

- Each time a periodic task in the PQ gets and releases the processor. Since the task is

using advanced work from some other task.

- Whenever the processor has been idle. Since in this case no task has used the

existent advanced work and therefore it has got lost.
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In the three circumstances is decreased in as much time as it has been consumed or

wasted. This is achieved by updating the components Ah(LCQ)
* is made of. The algorithm

is

r:= time interval of the event;
i:=1;
while r>0 and i<= h(LCQ) loop

if r> Ai then r:= r-Ai; Ai := 0;
else Ai:= Ai-r; r:= 0;

end if;
i:= i+1;

end loop;

6. Analysis of the complete algorithm

Run time cost

The main advantage of the Last call algorithm is that it does not require any

knowledge about the future and therefore does not require the management of huge tables

neither is affected by the hyperperiod's length. It only has to keep track of the amount of

time that each periodic job has been executing before its last call instant, so that for such

an interval the processor can be assigned to aperiodic tasks.

The memory cost of the algorithm is three integer arrays for storing Li, Wi and Ai,

whose length is the number of periodic tasks.

The algorithm introduces a few additional interrupts, those corresponding to the

cases c and e. In the worst case this is twice the number of cycles of periodic tasks. For

case e the time cost is constant. For case c the algorithm must go through the PQ list

whose length is also the number of periodic tasks and put the selected tasks into the

priority list LCQ.

In the selection of the next task to execute, the algorithm in step I must compute

Ah(LCQ)
* . In the worst case, this requires as many additions as periodic tasks. In cases I.b

and II, Ah(LCQ)
* must be updated. This is achieved by means of the described algorithm,

which, in the worst case, also takes as many steps as periodic tasks.

Schedulability

If the set of periodic tasks is schedulable under a conventional preemptive algorithm,

it will also meet the deadlines under the complete algorithm and the proof is the same as for

the basic algorithm. This is so because a periodic task is put on the LCQ at a time Ri

before its absolute deadline Di
k . The interference of higher priority periodic tasks is the

same than in the basic algorithm and the fact that this interference does not cause the

deadline to be lost can be argued likewise.
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However, in the complete algorithm, the scheduler knows that when a periodic task

i  is put on the LCQ it has already executed for some amount of time, Ai, so it can still be

delayed by aperiodic tasks for such an amount —plus the amount of the advanced work of

all periodic tasks of priority higher than i— still meet its deadline. Step I.b of the last call

algorithm ensures that task i will not be delayed by aperiodic tasks for more than this

amount.

Aperiodic tasks

As told in the introduction, the aim of the algorithm is to allow the aperiodic tasks

get the processor as soon as possible. In order to do so, if required, periodic tasks are

delayed as long as possible, so that they can still meet their deadlines.

The algorithm achieves such an aim to the extent to that it assumes that the work

remaining for each active cycle of periodic tasks is its worst case computation time Ci.

Furthermore, when a task i completes its cycle before Ci, the unused computation time,

i.e. the difference between Ci and the actual computation time is still available for aperiodic

tasks. The algorithm achieves such a purpose increasing Ai by such an amount whenever a

task completes its cycle.

7. An example

The way our algorithms work can be better illustrated by the task set, which is

obtained from [Tia95].

Cyclic task number Ti Di Ci

1.1 3 3 1

1.2 4 4 1

1.3 6 6 1

Acyclic task number Arrival times Ci

1.4 2, 3 1

Without any loss of generality, we assume that the priority assignment for cyclic

tasks is according to either a Rate Monotonic or Deadline Monotonic basis.

The following chronograms describe the behaviour of the system under the different

scheduling algorithms.



9

Slack Stealing

When the first aperiodic task arrives, the available slack is 1 and it can be executed

resulting a response time of 1. When the second aperiodic task arrives, it has to wait until a

new slack is available, i.e. at time 6, resulting a response time of 4 and thus yielding an

average response time of 2.5. As pointed out in [Tia95], the slack stealing scheduling is

not optimal in the sense of minimising the response time of every soft aperiodic request:

sometimes it is better to schedule an aperiodic task later even if slack is available. In this

example, if the first aperiodic task is delayed until time 4 then the second aperiodic can

finish at time 6, yielding an average response time of 2, which is better. However, with a

fixed priority scheduling policy, this requires having a priori knowledge of the aperiodic

requests.

The Basic Last Call

The figure shows that the basic algorithm provides a mean response time of 1.5: the

second aperiodic task has to wait until time 4 because at time 3 task1.3 is in the LCQ.

Because the new activation of task 1.1 and task 1.2 enter in the PQ at instants 3 and 4

respectively they have less priority than task 1.3. This allows task 1.3 to execute earlier

than under the Slack Stealing and therefore the second activation of the aperiodic task can be

executed at time 5, because Task 1.2 has its deadline at time 8.



10

The Last Call

At time 2, A1=1 and A2=1. Since the LCQ is empty Ah(LCQ)
* =2, being NCJ=2.

When the first aperiodic task arrives it can get the processor and at time 3 it releases it and

leaves the Ah(LCQ)
* =1, so the second aperiodic task can get the CPU immediately. At

time 4, when it finishes, the Ah(LCQ)
*  is 0. In this case, the aperiodic mean response

time is 1, which is the minimum.

Although the performance of Last Call algorithms depends on how all Li arrive, the

example shows that it can provide better response time to aperiodic tasks than the Slack

Stealing algorithm, at least locally. A first reason is that our algorithm allows a task

having a high priority to be executed later than other tasks with lower priority if it has been

activated more recently. The second reason is that, although our approach is pessimistic

—the Ri are calculated for the critical instant—, we only have to take into account the

possible interference of higher priority tasks during the interval Ri, whereas the Slack

Stealing algorithm must take into account the possible interference of higher priority tasks

during a longer period, Di.

8. Performance evaluation

8.1 Framework

A wider collection of task sets has been analysed comparatively in order to compare

their performance under various scheduling algorithms. In all cases, the mean response time

of the aperiodic requests is related to periodic and aperiodic loads. The arrivals of the

aperiodic requests are assumed to be distributed according to a Poisson law. We force the

load of the system to be close to the 100% of CPU utilisation and it is shown at the right

hand of all figures.

The characteristics of the tasks sets that were considered are the following:

Task Set Period Task Periodic
Utilisation

Breakdown
Utilisation

Hyperperiod Period Ratio

ts1 3 0,75 0,90 12 2
ts2 5 0,68 0,79 8.400 2
ts3 7 0,837 0,923 18.000 30
ts4 9 0,891 0,891 2.184.000 8,4
ts5 5 0,965 1,00 4.000 10
ts6 6 0,57 0,99 60.000 40
ts7 6 0,88 0,99 5.000 500
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The first simulation study is intended to know to which extent the system is

available for aperiodic processing. In order to do so, the aperiodic load is varied. The mean

interarrival time of aperiodic requests is varied while the total of execution time of each

activation of the aperiodic tasks is kept constant. This was checked by ts2, ts3, ts4, ts5.

8.2 Aperiodic interarrival time

The periodic load of ts2 is under 69%, the theoretical bound for Rate Monotonic

Algorithms, as demonstrated in [LiL73]. The periodic load for ts3 is under 88% which is

close to the threshold of schedulability for Rate Monotonic Algorithms, as concluded in

[LSD89]. The periodic load of ts4 is high but under 90% and has a very large hyperperiod.

Finally, the periodic load of ts5 is quite close to 100%.

The following diagrams illustrate the results.
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In figures 1.1 and 1.2 it can be observed that for relatively low periodic loads the

behaviours of our algorithms are quite close of those measured for the Slack Stealing.

When the system load is close to the maximum our algorithms perform slightly better than

the Slack Stealing.
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The results of simulations obtained for ts4 (Figure 1.3) are similar to the previous

ones. It is a good example to illustrate a task set with few tasks and a huge hyperperiod. It
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produces a great memory overhead in the Static Slack Stealing implementations or great

computation time overhead in the Dynamic Slack Stealing schedulers while it does not

affect our algorithms.
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In Figure 1.4 the Last Call Algorithm has a poorer mean aperiodic response time

than the Slack Stealing, but it still performs much better than background aperiodic

execution. This is a particular case because all periods of periodic tasks have been chosen to

be harmonic. This produces a negative effect for our algorithms because all last call instants

are out of phase. Thus, it is not possible to execute aperiodic tasks or add advanced work

during long periods of time. On the other hand, the hyperperiod coincide with the longest

period in the task set, and it sets up a constant minimum slack all over the time, allowing

to Slack Stealing schedulers to execute aperiodic jobs at any time.

8.3 Aperiodic Execution Time.

In the previous simulation study, the aperiodic load was varied by decreasing the

mean interarrival time of aperiodic requests. Now, the same study is done assuming a

heavier execution time for each aperiodic execution.

The values of figures 2.1 and 2.2 have been obtained assuming Caperiodic=8 and

Caperiodic=16 respectively.
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In these cases the shape of the of curves is similar for all scheduling algorithms.

However, as aperiodic task execution time increases, our algorithms have better behaviour

since lower aperiodic loads.

Ts6 is a real case, a submarine sonar system, obtained from [TLS94] and it has a

low periodic load. It can be seen (Figure 2.3) that the Last Call Algorithm performs as well

as the Slack Stealing one.
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Ts7 is another real case, an inertial navigation system, documented in [Fow89] and

utilised in [LRT92] and [TLS94]. In the first simulation set (Figure 2.4) the aperiodic

execution time is the same as one used in [LRT92]. It is the 25% demand capacity ratio of

the Sporadic Server size used in that paper. In the second simulation set (Figure 2.5) the

aperiodic execution time is set to the 110% demand capacity ratio of the Sporadic Server

size. It can be observed that the Last Call algorithm performance is not as good as with the

Slack Stealing although it does not degenerate as the load increases. It is still much better

than a background policy, that is impracticable. Note that the second case would be

impossible to afford for the Sporadic Server.
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8.4 Periodic Load

Finally, in the third simulation study we want to measure the response time of the

aperiodic requests as a function of the periodic workload. In order to do so, we choose two

of previous task sets: a favourable one (ts2) and a unfavourable one (ts7). Then we fixed the

aperiodic load to 20% and 40% and the mean interarrival time to the smallest period of the

periodic tasks. The periodic load is varied from 40% to 80% in the former case and from

40% to 60% in the latter, by scaling the execution times of the periodic tasks

proportionally.
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In this last study, our algorithms do not seem to be affected in a significantly

different way than the other algorithms. Figure 3.1 shows the results obtained for a fixed

20% aperiodic load with ts2. It can be observed that our advantage is maintained and it is

greater for high periodic loads than for low periodic loads. Figure 3.2 shows the results

obtained for a fixed 40% aperiodic load with ts7. It can be observed that the better

scheduling algorithm depends on the periodic load.

9. Transient Overload

During runtime, under exceptional circumstances and unless the estimation for Ci

are very pessimistic, some periodic request, τij from now on, may seldom require more

than its worst case computation time to complete. In these cases, the request may cause a

transient overload to the system.

In the basic algorithm τij  will likely loose its deadline and some lower priority jobs

may loose them as well. However, this undesired situation will be recovered automatically

because these jobs are in the LCQ and aperiodic tasks will not be executed.

In the complete algorithm when one job τij  finishes, the algorithm subtracts the

time it has been executed from their worst execution time. If an overload occurs, the result

of the subtraction is negative. In this case, if there is enough Ah(LCQ)
*  then the algorithm

subtracts the overloaded time from Ah(LCQ)
*  and any job will miss its deadline. If there is

not enough Ah(LCQ)
* , τij and some lower priority jobs may still loose their deadlines but
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the probability that this happens is lower in the case that Ah(LCQ)
*  exists for lower

levels. Otherwise, this algorithm behaves as the basic one, i.e., the system will be

recovered from the overload situation automatically.

10. Concluding remarks

In this paper we have introduced two on-line scheduling algorithms with a simple

design complexity. Their overall memory overhead and computation overhead is very low

and is not affected by the size of the hyperperiod. They have a good behaviour regardless of

the characteristics of the scheduled tasks. The performance results measured are similar to

those obtained with Slack Stealing Algorithm, and better under high workload conditions.

These algorithms can achieve a 100% of CPU utilisation, they also can take

advantage of unused periodic computation time and they can recover from transient

overloads.

Both algorithms are based on a fixed-priority scheme. This allows the real-time

system designer fix a priority to some cyclic task, if required, provided that the subsystem

of cyclic tasks is schedulable.
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